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Abstract

Metadata is a powerful component of any digital learning object repository, the key that unlocks its potential. Much work has already been done within the learning technology community to assure metadata quality, focused on the development of the metadata infrastructure, in the form of standards and specifications, and the implementation of this infrastructure within repositories. There has been an assumption that metadata creation will be straightforward, and that authors of learning materials will be the most appropriate metadata creators. However, repositories are beginning to report significant difficulties in obtaining good quality metadata from their contributors and it is increasingly apparent that the issue of metadata creation warrants attention. This paper surveys the growing body of evidence to scope the issue of metadata creation and to identify questions for further investigation.
Introduction

A major recent development in e-learning has been the emergence of the concept of reusable learning objects. Much discussion, research and exploratory work has been applied to this area, moving us towards what has been called “the learning object economy” (Downes, 2001), where teachers, course developers and learners involved in online education will be able to share and repurpose digital learning materials to incorporate into their teaching and learning. Some potential benefits of this future include: minimization of reinventing the wheel for individual teachers within subject areas; reduced costs for institutions (Duncan, 2003); and access to a wider variety of learning materials for students. In the past few years, various institutions and projects have been developing repositories for these reusable learning objects (Downes, 2003) supported by international standardization work, notably the suite of specifications produced by the IMS Global Learning Consortium. Downes (2003) also suggests that the next stage of development in this “economy of education” should be the development of a distributed learning object repository network.

One vital component of this learning object economy, any future distributed network, and the learning object repositories that will support it, is metadata. Metadata is the key to enabling the discovery and selection of suitable digital learning resources. Extensive work has been done in this area already, mainly centred on the development of the world’s first formal e-learning standard, the IEEE Learning Object Metadata (known as ‘the LOM’), which was ratified by Institute of Electrical and Electronics Engineers (IEEE) in 2002 (IEEE LTSC, 2002). The IEEE worked closely with the interoperability specification body IMS in creating the LOM; hence it is integral to such IMS specifications as IMS Content Packaging and IMS Digital Repositories Interoperability. In the UK, as in other countries, key work has been done in developing good practice and common usage of these specifications, notably including support materials produced by the CETIS (Centre for Educational Technology Interoperability Standards) Metadata Special Interest Group (e.g.: Slater, 2002), and the UK Common Metadata Framework (Graham and Campbell, 2003). 

So, given the existence of all of this work, why is there a need for further quality assurance? The key to answering this question is to separate out the concepts of structure and content. The developments mentioned above deal primarily with the structure of the metadata, whilst this paper is concerned primarily with the content of the metadata fields. Once a metadata standard has been implemented within a system, the specified fields must be filled out with real data about real resources, and this process brings its own problems. For end users, these problems manifest themselves in various ways when searching for resources, including poor coverage of the available resources and inconsistency of search results. They arise due to errors, omissions and ambiguities in the metadata, many of which are known and understood in other communities of practice, often having tried and tested solutions.


Within e-learning however, the problems of metadata creation have yet to be fully addressed. At the time the first version of this paper was drafted (Feb. 2003), almost no formal research had been carried out into the actual process of filling in the metadata fields describing learning objects. However, when we showed the draft to colleagues via a number of e-learning metadata forums, the response showed that people around the world, in all areas of education, and in a number of other communities of practice concerned with digital resources, were sharing our concerns.

This paper therefore surveys the issue of metadata creation with an eye to quality assurance for digital learning object repositories, presenting three instances of learning object repositories whose experiences have raised issues for debate and further investigation. We have limited our scope to the realm of “human metadata generation” (Greenberg and Robertson, 2002), wherein a “person intellectually manages the metadata generation” (Ibid.); we are not yet in a situation where machines can handle all metadata tasks, particularly in an area where many of the resources in question have limited textual content. We finish by explicitly stating the issues that our investigation has raised, and calling for formal research into them around a series of key questions.

Metadata is Powerful

There are a number of definitions to be found of the term ‘metadata’. A useful one for the purposes of this paper is: “data that describes other data” (CETIS, 2001). Metadata has been around for centuries in the form of library catalogues and museum records. Internet search engines utilize metadata attached to Web resources as one way to refine searches that may bring back hits in the millions.

Although many learning resources are available on the Web, searching the whole Web using a search engine such as Google can prove unsatisfactory. Browsing a directory of web resources which have been selected on the basis of some criteria, typically subject, is more efficient but can still be time-consuming, particularly when the sought-after material exists only as a small chunk embedded within a larger resource. One purpose of digital repositories is to overcome these problems by collecting good quality resources, preferably in small chunks, together with detailed information about them, thereby enabling users to conduct precisely targeted searches and to retrieve relevant materials in an efficient and effective manner.

This detailed information, or metadata, about materials within a repository is the key that unlocks their potential for reuse. At its best (i.e. “accurate, consistent, sufficient, and thus reliable” (Greenberg and Robertson, 2002)), metadata is a powerful tool that enables the user to discover and retrieve relevant materials quickly and easily and to assess whether they may be suitable for reuse. At worst, poor quality metadata can mean that a resource is essentially invisible within the repository and remains unused. So how has the issue of metadata quality been viewed so far within e-learning?

Metadata Within e-Learning

The development of interoperability standards and specifications within e-learning has involved, in the main, software and courseware developers, content developers and, to a lesser extent, teachers. Information science specialists such as librarians and knowledge managers, whose expertise lies precisely in the domain we are examining, were simultaneously developing metadata technologies (such as the Z39.50 search protocol), standards (such as MARC and Dublin Core metadata), and practice for Web based and other digital resources. For a long time these two worlds did not interact much, perhaps a hangover from the days when librarians were in their own building, developing “their theories and methodologies away from the end users’ eyes” (Currier 2002).

With this background in mind, we suggest that there are four possible reasons why there has been both an absence of inquiry into how metadata should best be created within e-learning, and an assumption that authors of materials should create that metadata. We believe that each of these reasons is erroneous, as this paper aims to show.

1. The original ethos of the Internet, for which a basic tenet is that anyone can post information to be openly and widely shared, unmediated by controlling authorities.

2. An assumption that rigorous metadata creation is too time-consuming and costly, a barrier in an arena where one of the benefits is supposedly saving time, effort and cost.

3. A belief that only authors and/or users of learning materials have the necessary knowledge or expertise to create metadata that will be meaningful to their colleagues.

4. An assumption that any problems associated with metadata content can be solved by machine.
We would also put forward a fifth underlying reason, garnered from conversations with e-learning colleagues up and down the country: that for both technology and pedagogy experts, metadata creation is seen as a tedious chore, a necessary evil, rather than as a complex professional skill which is the key to unlocking access to knowledge.

Thus, the metadata creation problem space has been elided within e-learning. Stephen Downes, considered by many to be one of the seminal thinkers in e-learning, said in his 2001 paper on the necessity for a learning object economy:

“Whatever the properties, the authoring of metadata itself will be straightforward for most course designers. Because metadata files are machine-writable, authors will simply access a form into which they enter the appropriate metadata information.” (Downes, 2001)

This statement encapsulates the (lack of) thinking in this area. IMS and IEEE, in their metadata specifications, have remained agnostic on the matter, offering no guidance on how good quality metadata creation may be ensured (IMS, 2001). Similarly, when IMS and other e-learning bodies began the process of engaging with the LIS community in 2001 this issue did not arise (McLean, 2001a and 2001b). More recent developments also do not address it, including the IMS Digital Repositories Interoperability specification best practice guide (IMS, 2003), and the new IMS Digital Libraries Special Interest Group, an initiative aiming to bring the expertise of LIS into the IMS realm. While the latter has not specifically addressed metadata creation in the most recent version of its draft white paper (McLean et al, 2003), the Group’s Chair, Neil McLean, has shown an interest in and been supportive of this paper’s development, so this may change.

However, standards-based learning object repositories are now being more widely implemented and practical problems resulting from poor understanding of the metadata creation process are beginning to emerge. These experiences suggest that there is more to the creation of good metadata than simply filling in an online form.

Specific Metadata Issues

If the proposed learning object economy bears fruit, then we are talking about repositories and networks holding large collections of learning objects, perhaps numbering in their thousands or more. With this in mind, this section describes in a non-technical way some of the areas where the quality of metadata is important. This is a vast problem space, so we make no attempt to be exhaustive; we wish merely to outline some of its landscapes.

Error Management

“Even when there’s a positive benefit to creating good metadata, people steadfastly refuse to exercise care and diligence in their metadata creation. Take eBay: every seller there has a damned good reason for double-checking their listings for typos and misspellings. Try searching for “plam” on eBay. Right now, that turns up nine typoed listings for “Plam Pilots”. Misspelled listings don’t show up in correctly spelled searches and hence garner fewer bids and lower sale-prices. You can almost always get a bargain on a Plam Pilot at eBay.” (Doctorow, 2002).

Authors and Titles

If an author’s name is entered differently each time (if they get married, or divorced, for instance), a search by name won’t retrieve everything by that person unless there is some kind of management of names. Libraries, archives and museums solve this problem by using centralized name authority records, a time consuming and costly exercise.

Similarly, who decides what the title of a given learning object is? It may be important when, for instance, someone is searching for a new or different version of an object they already know about and only remember the title of. Some metadata creators may take the heading on the first page of an object as the title; some may take the file name; there may be different language versions of the title. There are so many possible permutations around title that the LIS world has developed extensive rules for deciding on and adding a title to a catalogue record (CLA, CILIP and ALA, 2002).

Subject Area

This is one of the most complex areas of both metadata creation and resource discovery, and there isn’t enough space here to go into it in depth. There are two main ways in which subject access to resources is provided via metadata (as opposed to free text searching): indexing and classification. Indexing gives detailed subject access to a resource, and may involve a large number of terms, either from a controlled vocabulary such as a thesaurus or from ‘natural language’. Classification is about finding a place (or several places) for a resource in a browse hierarchy such as a taxonomy. It is loosely comparable to the way books are ordered on shelves in a library, although online, resources can be “shelved” in more than one place. There will be more on subject area later as we examine the SeSDL Taxonomy Evaluation (Currier 2001). The problem is: how is this difficult and complex task best carried out for maximum resource discoverability by a range of searchers? Should the resource author, who may know their subject area and its terminology well, create the subject metadata, or a metadata specialist, who may know the specific area less well, but may be better placed to step back and think about all the potential users of a resource? The latter may also be better placed to think about consistency of subject terms and classifications across a repository or network, so that like really is classified with like.

Educational Metadata

This is the major area where e-learning experts claim a difference from other resource types handled by libraries and other information services. It is also the area where it is commonly considered that authors of materials will be the people best placed to create metadata. O’Beirne’s (2002) small-scale study which we will present later gives some evidence to support this view. However, it is worth noting that there are many areas where metadata sub-specialities have evolved, such as the cataloguing of music or of photographic images.

Accessibility Metadata

With the new SENDA (Special Educational Needs and Disability Act) legislation in the UK there has been some interesting recent work around developing metadata to describe the accessibility properties of a resource. However, at two recent CETIS meetings on this topic, several participants commented that it was yet another time-consuming exercise in metadata creation which may prove difficult for some authors who are not experts in accessibility, and hence be another barrier to using repositories.

Secondary Metadata

This is a new area of enquiry in the learning objects community of practice, and specifications have not yet been developed to handle it. It refers to metadata about the use of an object, such as information about how a teacher used it in their own course, or reviews of objects, as on Amazon.com. It may also be possible for users to add additional subject classifications etc. There will undoubtedly be management and quality control issues here as well.

Who Creates Metadata and How?

In this section we outline some possible permutations of how metadata may be created and by whom.

Author Only

The author of a resource creates all the metadata when uploading the resource to the repository. They may only have access to the upload tool provided by the repository, which may be anything from very technically oriented, to very user friendly. There may be guidance notes or an online tutorial. Drop-down menus and assistance in classifying may be automated, perhaps suggesting classifications based on keywords already entered and so forth.

Metadata Specialist Only

Resources may be uploaded with anything from basic information recorded by machine, to a few fields or descriptive notes entered by the depositor, which must be rewritten as conformant metadata. The trained metadata specialist carries out this task as well as ensuring that the remainder of the necessary fields are filled in correctly.

Collaborative Metadata Creation

The author may enter data in certain fields, such as their own name, resource title, institution, digital rights information, educational fields. A metadata specialist may check these for accuracy, and add other selected fields such as subject classification, keywords and accessibility information. This process may be truly collaborative, with the parties communicating directly, or it may be that they work completely separately, perhaps with the specialist periodically checking records in bulk.

Key areas of interest include: user interfaces for metadata tools; user support and training; workflow management; and error and consistency checking. The problem is: how do we work out what is ‘good enough’ metadata? How do we work out a useful cost/benefit analysis?

There is also a wider issue here. There is much discussion in e-learning on what the barriers to uptake of reusable learning objects are, often focusing on such areas as teachers’ unwillingness to engage in the vaunted learning object economy at all. IPR and the ‘not invented here syndrome’ are often quoted as significant hurdles to overcome. But how much of a barrier is the whole issue of having to create metadata when uploading a resource, particularly with poorly designed tools? And how much of a barrier will it be for teachers searching for resources, if metadata is of such poor quality that they can’t find what they need?

Three Examples from the UK

We will now summarise some findings from three UK repositories, all of which have some bearing on the matter in question.

The Higher Level Skills for Industry Repository (HLSI)

This project, ongoing at the time of writing, is developing a repository for digital learning objects, aiming to “support the delivery of learning programmes in the broad subject areas of engineering/manufacturing from GCSE to Higher Education levels.” (Barker and Ryan, 2003). Based at the University of Huddersfield, UK and funded by Yorkshire Forward, the repository is intended to be used and added to by 12 partner organizations. Resources in the repository are intended to be used in VLEs.

HLSI is implementing the IEEE LOM v.1.0. At the time of writing, it holds approximately 6,500 objects in a variety of sizes and file formats, together with author-generated metadata records.

Resources are uploaded by their authors, who add the metadata themselves:

“The people who submitted resources also provide the metadata, which gives them some ownership over the records. The drawback is that the quality of metadata varies.” (Ibid.)

What is interesting about this statement is the assumption that those who submit resources want “ownership” of the metadata records. It is not made explicit by Barker and Ryan what is actually meant by this, but it is a comment that touches on some of the assumptions raised earlier, and warrants further investigation. The issue of metadata quality is explained further:

“The difficulty with this process is making sure the authors understand the purpose of the metadata and the methodology used to enter it. A balance had to be struck between getting high quality metadata and not going above the skill level of those entering the metadata.

At the moment there is quite a large variation in the quality of metadata for the resources. For example some have spelling errors. This affects the performance [of the] repository so several steps are being taken to improve the process.” (Ibid.)

Problems were specifically delineated further by Ryan and Walmsley (2003):


“The main problem areas were:

· The same metadata records for many or all components of package of educational content. 

· The terminology used by the metadata authors was not consistent. 

· When searching the repository the terminology used by the metadata authors was interpreted in different ways. 

· Some metadata authors described the facets and characteristics of the educational object and not the educational content of the object. 

· The software allowed default values and these were over-utilised.” 

The steps mentioned above for improving the process include providing more user support through education and documentation, and employing a team of information science professionals to improve the metadata (Ryan, 2003). The HLSI project has recorded this process and its results, in order to write them up as a research paper later in 2003. Ryan (2003) notes that, as of June 2003, 2,500 metadata records have been re-edited, taking about 550 hours and costing around £6500, or about £2.60 per record.

The Bolton Woods Local History Project

This project is a community-based initiative in which members of the community create digital resources, mainly family and local history materials, which in turn are used as informal learning resources by their peers. A small study, funded by BECTa, was carried out to investigate whether the creators of the resources could also create metadata for their resources, and to assess how well they could do this in comparison with the information specialists involved in the project (O'Beirne, 2002).

The task of creating metadata involved assigning Dublin Core metadata tags to html documents. An application tool was not used, neither was a classification system.

The key findings of the study are as follows:

· In general terms, resource creators did not have a good understanding of the purpose of metadata or an appreciation of its value;

· Resource creators did understand and appreciate the context of their resources and focused on these elements within the metadata;

· Information specialists had a better understanding of the purpose of metadata and included a wider range of metadata elements;

· Information specialists "struggled" with contextual aspects of the metadata;

· Neither the resource creators nor the information specialists handled pedagogic aspects of the resources well.

These findings suggest that a collaborative approach may yield the best results in terms of metadata quality.

The Scottish electronic Staff Development Library (SeSDL) Taxonomy Evaluation

SeSDL was an early, seminal project investigating the creation of a learning object repository based on IMS specifications, including the IMS Learning Resource Meta-data specification (v1.1). Funded by SHEFC’s ScotCIT programme, and based at the Universities of Strathclyde, Edinburgh and Paisley, its purpose was to encourage the sharing and reuse of staff development materials within HE, its main subject focus being the use of C&IT in teaching and learning.

There were no LIS specialists involved in SeSDL until late in the project, when it was discovered that there was no readily available subject classification scheme appropriate for the repository. At that point, a librarian was brought in to create the SeSDL Taxonomy. A small-scale peer evaluation of the Taxonomy was carried out at the Centre for Digital Library Research at Strathclyde University (Currier, 2001).

Six consultants, drawn from the staff development community in Scottish HE, were provided with eight learning objects to be classified using the Taxonomy. The SeSDL team agreed upon ‘ideal’ classifications for the eight objects, against which the consultants' classifications would be compared.

While this evaluation was not designed to assess the proficiency of users in creating metadata, the issue had to be considered in designing the methodology. If the consultants found the Taxonomy unworkable in some way, would it be because of their own inability to understand and carry out the task of classification effectively, or because the Taxonomy itself was of poor quality? The team attempted to provide as much structure and guidance around the evaluation exercise as possible, while not providing the consultants with training which would bring them too far beyond the classification skills level of the intended users of SeSDL. As it turned out, even with guidance notes and explanations within the evaluation pro-formas, the ability of the consultants to understand and carry out the task varied considerably. One consultant commented in the post-evaluation focus group: “The whole exercise has given me more admiration and respect for librarians.” (Currier, 2001)

There is much that could be drawn out of the evaluation results at a later date on this topic of accuracy or consistency of subject classifications in creating metadata. To briefly summarise:

The SeSDL team assigned a total of 35 classifications to their eight objects, averaging about four classifications per object. For only three out of the eight objects, at least one consultant agreed with every classification assigned by the SeSDL Team. Of the remaining five objects, at least half of the classifications assigned had one or more consultants' agreement. In only one case did all six consultants agree with one of the ‘ideal’ classifications. In all, about 50% of the ‘ideal’ classifications had the agreement of more than half the consultants, while about 75% had the agreement of at least one consultant.

A total of 71 ‘non-ideal’ classifications were assigned by the consultants, averaging about nine per object. In only 15% of these cases did more than one consultant agree upon the classification. Only five of these classifications, or 7%, had the agreement of three or more consultants.

Out of a total of 106 classifications assigned (including the ‘ideal’ classifications), only 39 (35%) had the agreement of more than one consultant.

These figures indicate that users of SeSDL will assign a wide variety of classifications to their objects, and will do so fairly inconsistently in comparison with each other. The question is: what effect this might have on a user of the repository searching for materials? If the learning objects listed under a particular branch of the SeSDL browse tree appear to be randomly or inconsistently classified, this may well have an impact on the users’ perception of the quality of the repository as a whole, and on their willingness to keep searching.

The Evaluation Report (Currier, 2001) looks in detail at the classifications assigned to several learning objects, including the following relatively simple example. The object was an HTML page defining the terms ‘VLE’ and ‘MLE’. One consultant assigned the classifications ‘Student-Centred Learning’ and ‘Collaborative Learning’, which appear to reflect this particular staff developer’s belief that a VLE or MLE should be used in a student-centred way, for collaborative learning. In terms of classifying this object, the implication is that someone looking under ‘Student-Centred Learning’ in the browse tree would expect to find a learning object defining the term ‘VLE’ there.

The Evaluation Report concluded with a number of recommendations, the most pertinent of which relate to user support, as follows (NB: learning objects are referred to as “granules”):

“One of the main areas highlighted by this evaluation was the necessity for adequate user support in classifying granules whilst uploading them. Without this support, the classification of granules is likely to be so inconsistent as to make the browse tree unusable. The following recommendations should be included in any user guidance or tutorials in using SeSDL. They are in order of priority.

· Include a basic explanation of what classification is for, and what it is not for, using simple, jargon-free language and examples.

· Ensure users understand the availability of and necessity for multiple classifications. Use examples.
· Suggest use of both upload tool search box and a paper version of the taxonomy.

· Use some form of a note-taking facility in the upload tool, or suggest that users do this offline.
· Suggest users look for other granules of a similar subject to theirs and note the classifications they have been assigned.

· Include a brief online tutorial in classifying granules, designed to lessen the main barriers to effective classification as highlighted in the evaluation. 

· Make “Use For” terms visible within the upload tool, to assist with understanding the scope of the classifications.
· Add scope notes to classifications where appropriate.

· Add more “See Also” notes where appropriate and allow these to be seen within the upload tool. Either include links or automatically bring up the terms referred to.” (Ibid.)

The final point made in this report asked: 

“How can online resource provision services which expect their users to classify their own resources best support this so that future users will be able to find what they want? Or is this approach ultimately inadvisable?” (Ibid.)

In conclusion, it is clear that there is scope here for further research, and that both research and creating the kind of user support necessary will be resource intensive.

Other Communities of Practice and Metadata

As previously mentioned there are various communities that have experience and a body of research to draw upon in examining some of these issues. The most obvious is the LIS profession, which provides peer reviewed journals and conferences in abundance. The archive and museum communities may also have something to contribute, as their metadata has always been more than the simple descriptions of the library profession, to the extent that in the museum world automation of records was resisted for a long time as the metadata itself was considered to contain a large portion of a curator’s academic knowledge and research (Zorich, 1991). Commercial abstracting and indexing database services have long utilised author-generated metadata, requiring authors to submit abstracts and keywords with papers. Research in this field has found that authors “may lack knowledge of indexing and cataloguing principles and practices, and are more likely to generate insufficient and poor quality metadata that may hamper resource discovery” (Greenberg and Robertson, 2002).

There has been one important study so far in LIS on the issue of author generated and collaborative metadata, which looked at this with regard to Dublin Core metadata in support of the Semantic Web, a development which aims to bring structured knowledge representation to the web’s meaningful content (Ibid.). This study concluded that:

“… the integration of expert and author generated descriptive metadata can advance and improve the quality of metadata for web content, which in turn could provide useful data for intelligent web agents, ultimately supporting the development of the Semantic Web. […] If such partnerships are well planned and evaluated, they could make a significant contribution to achieving the Semantic Web.”

Conclusions: Issues for Research

The evidence compiled above suggests that good quality metadata is a key component in the successful implementation of learning object repositories, yet the issues surrounding the creation of good quality metadata are not well understood and continue to receive little attention. However, analysis of the evidence does enable us to identify a number of areas in which some focused investigation would produce useful information on which developers and managers of repositories could base their decisions.

The list of key research questions that follows is by no means exhaustive, nor does it attempt to attach any weighting or relative significance to each question. Our intention is to stimulate debate in the area of quality assurance for metadata creation, and to foster an environment in which the results of any further investigation are met with enthusiasm among practitioners, and quickly applied within learning object repositories.

The research questions fall into five main areas, as follows:

 How do cultural factors influence the e-learning community's particular approach to metadata creation?

For example, is “ownership” of metadata by resource authors important, and if so, how may this need best be met?

 What constitutes good quality metadata, within individual repositories and within the global networked environment?

For example, to what extent does metadata that is ‘good enough’ for local purposes also support effective retrieval by remote users operating in a different contextual setting? Can a set of ‘metadata metrics’ be agreed within communities and beyond?

 Who is best placed to create the metadata in any given context?

For example, to what extent does the type of metadata (subject metadata, educational metadata, etc.) have a bearing? Is a collaborative approach to metadata creation the best way forward, and if so, how can this be managed effectively?

 What kinds of tools can be used to facilitate the metadata creation process and how much effect do they have?

For example, how can the design of tools encourage the creation of good quality metadata among resource authors?

 To what extent can the provision of guidelines and training improve metadata creation?

For example, can information specialists provide adequate guidelines to enable non-specialists to use a taxonomy effectively? And can librarians be trained to create good quality educational metadata?

No doubt there are many issues that have not been mentioned in this paper, and further issues will inevitably emerge as the body of experience in this area grows. What is clear is that there is much work to be done before the e-learning community has a good understanding of the issues surrounding metadata creation, such that effective policies and practices can be put in place to assure the quality of their metadata and hence the quality of the services they offer.
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