Disambiguation in Parsing and 

The Generative Lexicon 

Introduction

The title of this lecture is "Disambiguation in Parsing and The Generative Lexicon".  The lecture examines how a theory like The Generative Lexicon, with its particular information about the meaning of words, can assist in making parsing results less ambiguous.  

That is, the hypothesis presented and tentatively tested in this lecture is that enriching the information available to the parser with word meaning improves the results of the parser.  The lexical theory called "The Generative Lexicon" (Pustejovsky 1995) is presented as a way to encode such word meaning.

In the lecture I will proceed as follows:

•     What is a parser?                            

•     What are the result parses of the The Oslo-Tagger today?

•     How can the tagger results be improved?

•     Semantic approaches to disambiguation in parsing.

•     The Generative Lexicon.

•     Resolving tagger ambiguity with The Generative Lexicon.

•     Implementation

What is a parser? 

A parser is a computer program which automatically assigns grammatical structure to sentences.  

The Oslo-Tagger for Norwegian

•     A parser for Norwegian developed at the University of Oslo by the Text Laboratory and the Documentation Project, and by the HiT-center at the University of Bergen. 

•     Called a "tagger", since it tags the words with grammatical information according to such information in the lexicon and according to certain constraints that hold between the words in a sentence.  

•     The Oslo-Tagger is constructed after Karlsson et al's (1995) "Constraint Grammar".  

•     The lexicon used is called the Oslo Lexicon (see lists at the end of the handout).  

What are the result parses of The Oslo-Tagger today? 

An example of the tagger result of a Norwegian sentence like (1) is shown in (2) (here the tags are translated into English):

(1)        Guttene tullet hele ettermiddagen.

            The boys fooled about all afternoon.

(2)        "<Guttene>"

                        "gutt" noun masc def pl

            "<tullet>"

                        "tulle" verb pret i1 tr11 pa1 pa2 

            "<hele>"

                        "hel" adj pos def sg 

            "<ettermiddagen>"

                        "ettermiddag" noun masc def sg

The tagging in (2) shows that guttene is a noun, it is masculine, and is the definite plural form of the word.  The stem is gutt.

tullet is a verb in the past tense, hele is an adjective in the positive, it is definite and singular.  ettermiddagen is a masculine definite singular noun.

Codes like i1 (intransitive 1) are syntactic codes for syntactic information like what type of syntactic configuration the verb takes part in.

Some sentences are ambiguous due to ambiguous words.  The tagger result of such sentences consists in giving all the possible interpretations.  The ambiguous sentence (3) gets the result shown in (4):

(3)        Dårlige dokker ødela alt.

            Bad docks/dolls ruined everything.

(4)        "<Dårlige>"

            "dårlig" adj pos pl

            "<dokker>"

            "dokk" noun masc indef pl

            "dokke" noun fem indef pl 

            "<ødela>"

            "ødelegge" verb pret tr1 rl4 

            "<alt>"

            "all" det neuter sg 

(4) shows that dokker is ambiguous between a plural of the entry word dokk ('dock') and a plural of the entry word dokke ('doll').  By tagging the word dokker with both of these stems, with accompanying information, the tagger correctly specifies both interpretations of sentence (3).  

There are, however, some rests of incorrect ambiguity in the tagger results when the tagger is set to tag a large text.  In approximately 5% of the sentences, the tagger overgenerates ambiguity.  Take a well-formed sentence like the one in (5):

(5)        En lærer skriver i boka.

            A teacher is writing in the book.

Sentence (5) only has one interpretation, as indicated in the English translation.  It only has one interpretation even though the words en, lærer and skriver are all ambiguous.  

The first information produced by the tagger is the information retrieved by consulting the lexicon for each word.  The result from the lexical consultation shows the ambiguities of the words, as we saw in (4) for the sentence Dårlige dokker ødela alt, and as we see in (6) for the sentence in (5):

 (6)       "<En>"

            "en" adv

            "en" pron pers sg

            "en" det masc sg

            "ene" verb imp tr1 

            "<lærer>"

            "lære" verb pres tr1 tr11 pa1 tr2  

            "lære" noun fem indef pl

            "lærer" noun masc indef sg 

            "<skriver>"

            "skrive" verb pres tr1 i1 tr11 pa1  

            "skriver" noun masc indef sg

            "<i>"

            "i" prep 

            "<boka>"

            "bok" noun fem def sg

This first tagging result of sentence (5) shows a 4-way ambiguity for the word en:  One meaning is the number one ('1'), another is the personal pronoun ('one'), a third is the indefinite article ('a'), and finally, the imperative of the verb ene ('unite!', 'agree!').  

The word lærer is found to be 3-way ambiguous:  First, the verb meaning to acquire knowledge ('learn'), secondly, the noun meaning teaching, doctrine, or model to learn by ('teaching'), and thirdly, the noun meaning the person doing the teaching ('teacher').  

The word skriver is 2-way ambiguous:  on the one hand it is a verb meaning 'write', and on the other hand it is a noun meaning one who writes ('writer', 'printer').  

After a disambiguation based on morphological and syntactic constraints encoded in the tagger, some of the ambiguities seen in (6) are removed in the tagging result.  That is, one of the words is found not to combine in a well-formed way with the rest of the words in the sentence and is thus removed:

The tag "ene" verb imp tr1, that is, that en is found to be the imperative of the verb ene, is removed.  The result after such a morphological and syntactic disambiguation is seen in (7):

 (7)       "<En>"

                        "en" det masc sg

                        "en" pron pers sg

            "<lærer>"

"lære" verb pres tr1 tr11 pa1 tr2                                                                                                           

"lærer" "lærer" noun masc indef sg

                        "lære" noun fem indef pl 

            "<skriver>"

                        "skrive" verb pres tr1 i1 tr11 pa1         

"skriver" noun masc indef sg 

            "<i>"

                        "i" prep 

            "<boka>"

                        "bok" noun fem def sg 

However, (7) still suggests too many seemingly possible interpretations:  That is, some of the suggested tags still do not combine successfully with the rest of the words to form a meaningful sentence.  

The non-interpretable alleged interpretation shown by the tags in (7) (En lærer skriver i boka) is something like the English #One learns printer in the book.  This is not an OK interpretation neither in English nor Norwegian.  However, sometimes this type of interpretation is OK for some formally similar sentences. We therefore do not want to exclude this type of sentences on syntactic grounds. For example, for (9), it is OK to interpret the word lærer  as a verb:

 (9)       En lærer lingvistikk på universitetet.

            One learns linguistics at the university.

Contrary to sentence (9), the meaning of the words in (5) makes the sentence unintelligible if the word lærer is interpreted as a verb.  What we want for a sentence like (5) is the unambiguous result shown in (8), which is reflected in the translation of (5):

(5)        En lærer skriver i boka.

            A teacher is writing in the book.

(8)

"<En>"

        "en" det  masc sg

"<lærer>"

        "lærer" noun masc indef sg

"<skriver>"

        "skrive" verb pres tr1 i1 tr11 pa1 

"<i>"

        "i" prep 

"<boka>"

        "bok" noun fem def sg 

That is, en is interpreted as a determiner (indefinite article), lærer is a noun ('teacher'), and skriver is a verb ('writes').  What we will look at later in this lecture is how to get at this interpretation and exclude the others.

How can the tagger results be improved?

The hypothesis is that the tagger results may be improved by adding information about the meaning of the words.  The overgeneration we have seen is due to the fact that the tagger does not "understand" the meaning of the words.   We therefore want to see whether it is possible to improve the tagger results by enriching the system with  information about the meaning of words. 

Somehow information from the context around the ambiguous word in question should indicate which sense is the most likely in each particular case.  The present lexicon connected with the tagger has morphological and syntactic information as we see in the examples looked at so far (morphological information like noun, masculine, verb, present, indefinite, plural, etc., and syntactic information like what type of syntactic configuration the verb takes part in:  tr1, d5, etc.).  Semantic information seems to be needed in addition to improve the tagger results.  

Semantic approaches to disambiguation in parsing.

Sanderson (2000) and Leackock and Chodorow (1998) report from various work on disambiguation, both work where the disambiguation is based on manually generated rules and work where the disambiguation is based on existing text connected with the words, e.g. textual definitions in a dictionary:

•     Manually generated rules  are based on words that are likely to appear with a given sense of an ambiguous word.  

                        Example:

                        the word type is ambiguous between the meanings

                        'a small block of metal used for printing'  

                                    (chosen as the meaning of the word type if type is found near the word print, for example)

                        and 

                        'subdivision'

                                    (chosen as the meaning of the word type if the word of is found immediately after type (i.e. in the sequence type of))

•     Disambiguation based on existing text (e.g. in a dictionary) connected with the words.  Each ambiguous word is given a short text (from the existing dictionary) for each sense.  A program then checks the co-occurrence between the defining text of each of the senses with the defining text of the other words in the sentence.  The sense with the best rate of co-occurrence is then chosen.

The Generative Lexicon. 

Among the possible semantic approaches to disambiguation, I choose the type of lexical semantics found in what is called "The Generative Lexicon", with the main work found in Pustejovsky (1995).  This approach to the lexicon is comparable to the manually generated rules mentioned earlier.  In the Generative lexicon, we have that:

•     Information about the general context words of a lexical word is encoded in a structured, generative, way. 

•     The generative aspect of this type of lexicon is that there are operations which generate "extended senses" of a word.

•     The extended senses have to do with the form, function, material, purpose, etc. of the referent of the entry word.  

•     It contrasts with the traditional approach to linguistic lexicons in that, in the traditional approach, different word senses have generally been associated with distinct lexical items, i.e. each sense of a word is a different "word" in the lexicon.

•     It puts a greater load of information on the noun than what is traditionally done.  

An example may illustrate the difference between the traditional way and the generative way to organize the lexicon:

The traditional way of specifying the meaning of the allegedly polysemeous verb bake in English often gives two entries, one for each facet of meaning:

Traditional lexicon

(10)      bake1:  change of state verb, i.e. specifies something (e.g. potato, garlic) as changing its state due to exposure to heat.

            bake2:  creation verb, i.e. specifies something (e.g. cake) as coming into existence by way of a creative process.

In contrast to this traditional lexical way of specifying words (like we see in (10)), the generative way of specifying the verb bake  puts a greater load of information on the complement noun than what is traditionally done.  So, instead of giving the verb two entries, the different facets of meaning are expressed by the interaction of the verb and its complement.  

Pustejovsky claims that there is only one sense to bake, and that any other readings are derived through generative mechanisms in composition with its arguments.  He tries to explain why nouns such as cake and bread "shift" the meaning of the verb bake, while other nouns (such as potato and garlic) do not.  Pustejovsky's system captures the fact that the former objects (cakes and breads) are prototypically created by the activity described by the verb they combine with:

The Generative Lexicon

The verb

(11)      bake :  ...process (e1)

                                    Argument structure:  ... 1, 2 ...

                                    Qualia structure:  ....  bake(e1, 1, 2)

(12)      cake:                ...

                                    Qualia structure:  ...  artifact (1), bake(e1, 1, 2)

(13)      potato:              ...

                                    Qualia structure:  ...  natural kind (1)

(11) unifies with (12):  the verb phrase bake a cake.

(11) unifies with (13):  the verb phrase bake a potato.

As we see in (12), part of the information about the entry word in the lexicon is a specification of whether it is an artifact, and if so, it is described how the entity is created.  

For cake, the creation event is specified by bake(e1, 1, 2).  That is, a cake (2) is specified as coming into existence by being baked (by 1).  Therefore, not only the verb, but also the complement (cake) specifies the resulting meaning of the verb phrase bake a cake. 

This is what Pustejovsky calls "co-specification".  The co-specification in this case (bake a cake) brings out the creation part of the meaning of the verb bake (i.e. bake2 in the traditional set-up seen in (10)).  

This view suggests that the verb itself does not have more than one meaning.  Rather, the creation sense of bake  is contributed in part by the meaning of cake, by virtue of the referent being an artifact, and an artifact which is created by a baking activity.  The simpler change-of-state meaning of the verb phrase bake a potato is given by the combination of the verb with the noun potato.  Since potato is not specified as an artifact which comes into existence by way of baking, the simpler reading is kept.

Thus, we can derive both word senses of verbs like bake by putting some of the semantic weight on the noun phrase. I now specify in more detail some features of this generative lexical system.  

Four related types of information connected to a word in the Generative Lexicon: 

1    Argument structure, specifying the number and type of arguments of a word. 

      Is the verb, say, construed with none, one, two or three arguments?  Are they noun phrases, sentences, adjective phrases or prepositions?  Of what kinds are the noun phrases (e.g. [human]) , sentences (e.g. [finite]), adjective phrases or prepositions (e.g. [motion])?

2    Event structure, information about the aspectual class of a verb.

      Does the verb describe a state, or an event, like an activity, accomplishment or achievement?

3    Qualia structure, describing properties (size, form, material, purpose, function, artifact vs. natural kind, causal chains ...) of the referent of the entry word. 

4    Lexical inheritance structure, which identifies how one entry word relates to words in the lexicon (e.g. the type of relation there is between the words car and vehicle)).  

Here I will focus on the information in the argument structure for verbs, and the information in the qualia structure for the nouns.

A lexical structure for a noun can be expressed as we see in Figure 1, for instance.  The structure is a bit more expanded than we had for cake, say, but still the structure is schematized and restricted to qualia information:

Figure 1. The lexical structure for the noun novel.

The structure shows that the word novel  refers to objects which are formed like a book (made of material x1, and is a count noun), made for reading and created by writing. 

By connecting such information to a noun, one gets a flexible lexicon which also opens for interpreting sentences where the verb seems to be getting the wrong kind of argument.  An example is (14) (a "classic" Pustejovsky example):  

(14)      Mary began a novel.

The verb begin needs a complement which expresses an event.  Most directly such an event would be expressed by a sentence or a verb phrase complement, like in Mary began to dance).  In (14), however the verb is given a complement (a noun phrase) which describes a thing (novel).  

The lexicon structure for the noun novel in Figure 1 gives a relation to events which we connect with the noun, i.e. reading and writing events.  

This lexicon structure therefore enables the system to pick one of these events, i.e. coerce the sentence in (14) to an interpretation where Mary began to read a novel, or an interpretation where she began to write a novel, depending on context.  

Structuring the information in the lexicon in this way thus reduces the need for a brute listing of all the possible kinds of arguments that the verb may take, or several listings of the same verb.

A generative-lexical structure for a verb can be sketched like in Figure 2:

Figure 2.  The lexical structure for the verb write.  

In Figure 2 we see that the aspectual class to which the verb belongs has two subevents, e1 og e2, where e1 is a process and e2 is a state.  

The verb connects with arguments which refer to things or people with certain properties.   1 (the referent of the subject) can for example be described as animate, while 2 (the referent of the direct object) can be described as an artifact (for example a book), 2 is constituted of argument 3 (paper, say).  

The statement exist(e2, 2) in the qualia structure shows that an existence state is identical to the resulting state e2 which is specified in the event structure. It also expresses that  2 exists as a result of the writing. 

write(e1,1, 3) specifies the process e1, given in the event structure, as a writing activity, where 1 is the one who writes and D-ARG (3) (default-argument) is the material or instrument used in the writing process.

Resolving tagger ambiguity with The Generative Lexicon.

Words which cause the overgeneration of ambiguity in the tagger, can be separated in an interesting way by such information as we find in the generative lexicon.  In the following, I approach the problem of overgeneration of ambiguity as it was presented for example by sentence (5), and look at how semantic information in the lexicon may reduce this overgeneration.

For the sentence (5), repeated here:

 (5)       En lærer skriver i boka.

A teacher is writing in the book. 

the main problem was that lærer was analyzed both as a verb and a noun, and skriver was also analyzed both as a noun and a verb.  What we want for sentence (5), is to reduce the tags given by the tagger, so that it only generates the result that lærer is a noun and skriver is a verb (as we saw in (8)).  I'll now sketch some tentative ways to achieve this result by way of including semantic information and generative mechanisms in the lexicon.

Approach 1

A bare NP, like skriver ('printer'), without a determiner, is only allowed for mass noun or bare plurals in Norwegian. At best the bare NP is interpreted as a mass noun, like in spise eple ('eat apple').  

Like in English, Norwegian is such that you may read poetry, sing songs, tease children, learn linguistics or French, but you may not ?read book, ?sing song, ?tease child, or ?learn novel or printer.  

A constraint based on the semantic properties [mass] and [count] should therefore be stated in the system on a general basis, and nouns should be specified for these properties: 

Figure 3.  A partial lexical structure for the noun skriver ('printer').

For (5), then, skriver interpreted as a (count-) noun would thereby be removed as a possibility according to the general constraint that a bare NP of the type [count], cannot be a direct object of the verb. 

Approach 2

A further hint for the system for choosing the verb-version of skriver is that the verb in the generative lexicon is construed with the result [given by exist(e2,2) ] of a writing-process, that is, e.g. a book.  Figure 2 is repeated here for illustration:

Figure 2.  The lexical structure for the verb write.  

A book in its turn is specified in the lexicon as coming about through the event of writing (write (e, x, y), where y is the book):

Figure 1.  Lexical structure for the noun novel.

That is, the verb skriver and the noun bok co-specifies the verb phrase skriver i en bok, much in the same way as we saw for bake a cake.  Such a co-specification should rank the reading 'A teacher is writing in a book' high when disambiguating the sentence.

Approach 3

Finally, even without Approach 1, the sentence would be anomalous with skriver(en) as a direct object to the verb lære.   

The verb lære should have semantic restrictions in its argument structure, i.e. restrictions on what types of things can be learned.  Certain things can be acquired, such as knowledge or skill, but not physical objects, say. The noun phrase complement of lære therefore has to be abstract, and probably should be restricted even more: 

Figure 3.  The suggested lexical structure for the verb lære ('learn').

The noun skriver ('writer', 'printer'), specified as a physical object in the lexicon, is therefore excluded as a complement of the verb lære:

Figure 4.  The suggested lexical structure for the noun skriver ('printer').

(If skriver were to be interpreted as a noun connected with the verb lære, it would need to be embedded into a different structure, and get a further specification of the knowledge connected to the printer. Examples are lærer å bruke skriveren  ('learn to use the printer') and lærer om skriveren ('learn about the printer').   )

Implementation

When implementing aspects of the Generative Lexicon in the tagger, we need to extend the current lexicon, the Oslo-Lexicon. The Oslo-Lexicon must be expanded with the relevant semantic information, and it must be structured adequately.  SIMPLE is a lexicon type which can be used as a point of departure for implementing the information discussed and connect it with the tagger.  It is a lexicon type for the languages in the European Union where the information about the languages is harmonized with regard to content and encoding. In the SIMPLE lexicon there is ample semantic information.  In particular, such information as specified for The Generative Lexicon is included for the entry words.  The Section for Norwegian Lexicography and Dialectology and the Text Laboratory at UiO are developing a SIMPLE-variant for Norwegian, based on the Danish SIMPLE-version.  The SIMPLE lexicon will be restricted in its extent to 10 000 entry words, but may serve as part of a pilot project for testing how semantic disambiguation may improve the results of the tagger.

Conclusion 

In this lecture I have looked at how the Oslo-Tagger works today.  We have seen that it functions reasonably well, but that in some cases it overgenerates ambiguity.  I showed how this overgeneration may be improved by a semantic approach to disambiguation.  The particular approach discussed, the Generative Lexicon, I found to offer some promising solutions to the tagger-overgeneration.  Finally, I tentatively showed how the semantic information could be implemented in the Tagger.
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Projects and Acronyms

The Oslo Lexicon:  An electronic, morphologic word data-base developed by the Text laboratory and the Documentation project at the University of Oslo. The data-base is made from material in the Bokmålsordboka and the Nynorskordboka (see http://www.dokpro.uio.no/ordboksoek.html), in addition to material from IBM (http://www.uio.no/~janengh/IBMnorsk.htm).

SIMPLE (Semantic Information for Multifunctional Plurilingual Lexica). See http://www.hf.uio.no/tekstlab/bulletin/bull1_01/simple.html

The Norwegian Tagger: Developed by the Text laboratory and the Documentation prosjektet at the University of Oslo and reprogrammed by the HiT-center at the University of Bergen. A program which automatically tags the words in a text with grammatical information. See http://decentius.hit.uib.no/cl/cgp/test.html and http://www.hf.uio.no/tekstlab/prosjekt.html#tag.

